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or overburdened in-house counsel juggling
hundreds of tasks across multiple port-
folios, agentic Al can seem like a lifeline.
But the promise of efficiency masks the
inherent risks of agentic Al—of which most
counsel are simply unaware. While likely efficient and
cost-saving, choosing to license and deploy an Al tool
is a significant decision that requires extensive pre-
and post-implementation research and oversight.

While a vendor may build the software, the company
that utilizes it may be liable for the Al's mistakes. It
is essential to understand the risks before deploy-
ment—and mitigate the risks after deployment.

Many legal practitioners have begun incorporating
Al into their daily working operations. This started
with generative Al tools that draft, summarize, or
answer research questions on demand. But some
practitioners have gone further by implementing
agentic Al systems.

Unlike a generative Al tool, which responds to a
prompt, an agentic system (agent) is given an objec-
tive, breaks it down into steps, and takes autono-
mous action by reaching into software and files to
retrieve or enter data, often without “real-time” direct
human oversight.

While a generative tool will draft a contractual
clause when prompted, an agent can be directed to
review an incoming contract, flag certain terms, red-
line, and create new provisions—all without a lawyer
supervising each step. The ethics of such use are
outside the scope of this article.

Artificial Intelligence

Agentic Al is arriving fast. Generative Al adoption
in legal departments has already surged from 14%
in 2024 to 43% in 2026. Agentic Al is following the
same trajectory: 18% of legal departments have
already implemented it, and another 18% plan to do
so, according to a recent survey. The appeal is obvi-
ous, as tasks like contract review seem like a natural
fit for delegation to an agent.

But that delegation creates risk—which escalates in
the transition from generative to agentic Al. A genera-
tive Al tool can produce a flawed or hallucinated draft
(a known and significant risk of generative Al usage
in legal practice)—but that is generally where the risk
to the company’s own data ends for purely generative
tools (along with repercussions discussed below).

An agentic Al tool introduces a different, more seri-
ous category of risk: data corruption (and the prolif-
eration of corrupted data). Giving contract review to
an agent requires giving it something a generative

Credit: Zapp2Photo/Shutterstock.com


file:///C:/Users/u234075/Desktop/Manjeet%20Reprint/2026/2026/August/6/NYLJ-08062026-73530-Anderson/chrome-extension://efaidnbmnnnibpcajpcglclefindmkaj/https:/www.thomsonreuters.com/content/dam/ewp-m/documents/thomsonreuters/en/pdf/reports/2026-ai-in-professional-services-report.pdf

August 6, 2026

drafting tool does not need: access to the user’s
folders and system. To review a draft agreement, an
agent may reach into a contract database, a docu-
ment management system, and the files saved for a
given matter. That access is what allows the agent
to work autonomously, and it is also what creates
significant risk.

Because an agent acts on every system it can reach,
it can write a wrong value into a saved document,
create a document containing significant errors, or
quietly alter an entry that it was only meant to read.
Unlike a hallucinated draft that a lawyer can fact-
check and discard, corrupted data is saved directly
into the user’s system... and it stays there.

The real-world consequences can be severe.
Suppose an agent reviewing a vendor agreement
quietly removes a key indemnification provision from
the contract, and the agreement is executed without
anyone catching the change.

The contract may no longer protect the company,
or it may now be in violation of the vendor relation-
ship. And if the same error begins appearing in other
contracts produced by the agent (or even by humans
unknowingly working from the agent’s corrupted doc-
uments), what began as a single mistake becomes a
systemic one.

Generative Al is not without its risks either. While
the autonomy of an agent makes agentic Al espe-
cially dangerous in the current age of Al, the mistakes
themselves originate in the generative model doing
the underlying work. A generative tool can produce
text that is both confident and entirely wrong.

Even in RAG-connected systems, where the Al is
tethered to an external knowledge base or document
repository to ground its responses, it can still invent a
case, quotation, statute, contractual term, or fact that
does not exist, and will present the fabrication just
as confidently as it would the truth. This is the widely
discussed phenomenon known as “hallucination.” See
Varun Magesh et al., Hallucination-Free? Assessing the
Reliability of Leading Al Legal Research Tools, Journal
of Empirical Legal Studies (Mar. 14, 2025).

Internal legal work often lacks an external check
on Al-generated work product, meaning that

hallucinations may go undetected for longer. A
research memo, a summary of a regulatory obligation,
a contract analysis, or a draft contractual provision
will be created and utilized in-house where there is
little immediately obvious reason to question the
document’s accuracy. A hallucination embedded in
internal work product therefore can go undiscovered
in-house far longer than one caught in an adversarial
system or in court proceedings.

Deployer liability may add another layer of risk.
Even where a vendor builds the underlying Al soft-
ware, the company that deploys the Al system may
remain responsible for its outputs.

For example, in the employment context, a com-
pany that deploys an Al tool to screen applicants or
evaluate employees likely remains obligated to moni-
tor and audit the Al system for bias and discrimina-
tion, regardless of whether it built the Al itself. The
deploying company must still comply with applicable
city, state, and federal law.

While outside the scope of this article, prompt
injection attacks, in which hackers “disguise mali-
cious inputs as legitimate prompts, manipulating
generative Al systems (GenAl) into leaking sensitive
data, spreading misinformation, or worse” (IBM), are
a significant risk for agentic Al security and must
be adequately addressed. See Juhee Kim et al,
The Attack and Defense Landscape of Agentic Al: A
Comprehensive Survey (Mar. 11, 2026).

Autonomous agentic Al is a tempting prospect, but
with current technology, substantial implementation
risks remain. Companies can better protect them-
selves by ensuring that their insurance policies cover,
and do not exclude, liability and loss arising from
Al-related risks. For in-house counsel, the takeaway
is not to avoid these tools (their utility is undeniable),
but to ensure they are deployed deliberately and with
appropriate safeguards.
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